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Abstract: Machine Learning (ML) is at the core of a new set of methodologies that are currently 

taking the world by storm and that have a great potential to advance research in the learning 

sciences. However, research has mostly focused on applying top-down methodologies effec-

tively aiming at replacing humans. However, this hinges on the assumption of scale effects and 

transferability of trained ML models across populations – assumptions that may not hold in 

learning sciences research. We discuss the potentials and pitfalls of supervised and unsupervised 

ML for the learning sciences and argue that the greatest benefits from the use of ML lies in 

supporting humans so that researchers can tap into new data sources and enhance the validity 

of their inferences.  

What learning machines can and cannot do 
Machine Learning (ML) has greatly improved during the last decade and is commonplace in contemporary life. 

How can this potential be harnessed for the learning sciences? To answer this question, we draw on how Breiman 

(2001) conceptualized the affordances of ML. Figure 1 shows that ML comes to results about the relationship 

between two variables x and y by trying to find an algorithmic function f(x) that predicts y. It does not make any 

assumption about the actual process that relates the variables. On one side, the resulting algorithmic functions f(x) 

have unprecedented accuracy in terms of predicting y, on the other hand, they become increasingly uninterpretable 

with growing accuracy. In consequence, it is hard if not impossible to relate results from ML back to theory as 

ML does not yield something like regression coefficients. Another consequence of black-boxing the process 

model is that results from ML—at least current methods—cannot identify causation (Pearl & Mackenzie, 2018). 

 
Figure 1. How ML determines the relationship between variables x and y (adapted from Breiman [2001]). 

 

But how does ML identify the algorithmic functions f(x)? There are two main approaches. Unsupervised 

learning is used to learn structural relationships in datasets and does not require the data to have pre-existing 

labels. Supervised learning tries to learn a function that maps elements onto each other given a set of examples.  

What supervised and unsupervised learning have in common, despite the sometimes vocal contrary 

claims, is that they are not bias-free (O’Neil, 2016). In unsupervised learning, bias can be introduced through the 

dataset in which the machine learns a structure. When researchers put together a data set, they make decisions, 

e.g., what to include in the data set, etc. These decisions can reflect biases. For example, if researchers try to learn 

the social structure of a class based on students’ interactions within a chat group, bias will be introduced if students 

with only limited Internet access participate. Bias can also be introduced through labeled data in supervised learn-

ing. If the selected elements between which the machine is supposed to learn a function, e.g., if examples for good 

explanations follow a certain structure, this will result in bias against idiosyncratic but still good explanations.  

In sum, ML can identify structure in unlabeled data (unsupervised learning) and identify mappings be-

tween variables based on examples (supervised learning). In both cases, ML essentially trades accuracy for inter-

pretability as compared to classical statistics (Breiman, 2001). In consequence, results can hardly be mapped to 

theory. Further, results of ML are in fact susceptible to the bias inherent to the collection of data (O’Neil, 2016). 

How ML is used at present in the learning sciences 
Recently, meta-analyses found that the primary focus of using ML in (science) education so far has been using 

supervised ML to automatize the coding of students’ work. Proponents of this approach often argue that automated 

coding allows better assessment as it purportedly allows to score open-ended and thus more valid assessments 
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 more reliably than human scorers can. This would allow to economically scale many research efforts, allowing 

for higher statistical power and more precise statistical estimates. In addition, automated coding is a precondition 

for individualized instruction with real-time feedback, which could be used to assist teachers. However, there are 

two fundamental problems with this argument regarding the economic advantages and the absence of bias in ML.  

Replacing human coders with supervised ML only becomes more economic when sample sizes increase 

drastically. For the machine to learn how to code, it needs a certain number of examples: answers that have been 

determined by humans. If the amount of data left after what is coded for training does not massively exceed the 

amount needed for training, ML is not economically viable (Nehm & Haertig, 2012). Further, when the students 

that answer the questions change, the initially trained algorithm may produce biased results. Addressing this issue 

is a very active area of research in computer science but far from being solved (Pearl & Mackenzie, 2018).  

The coding of students’ answers needs to be valid and reliable. Quality measures of supervised ML 

however only consider reliability. For validity, examples from human coders are taken as the gold standard alt-

hough it is well known that this assumption is problematic (Nelson, 2020). Further, a dire consequence may be 

that structural inequality manifest in human biases is perpetuated by machines ad infinitum (O’Neil, 2016).  

 In summary, ML is currently mostly used in automated scoring applications in the form of supervised 

ML. While this certainly has the potential to improve teaching and learning (freeing up teachers’ resources, al-

lowing real-time feedback), fundamental issues regarding the ethics and mechanics of ML are still need to be 

solved (O’Neil, 2016). If supervised ML cannot replace humans yet (and may never be able to), what, then, could 

be viable applications of ML in the learning sciences? 

Human / Machine distributed learning 
The learning sciences aim to understand learning and then apply that understanding to improve teaching and 

learning. We argue that integrating human and ML can help learning sciences research in two ways. First, ML 

can help the validity and reliability of the qualitative research that develops theory. Nelson (2020) has developed 

a framework that incorporates unsupervised ML into theory-generating research that aims at making such research 

more reliable and valid through a three-step process. The first step leverages the power of computers in pattern 

detection in large datasets. The second step leverages the interpretative power of humans to add quality and depth 

to the quantity and breadth of the first step. The final third step uses computers to test the reliability and general-

izability of the human refined pattern detection and interpretation from the second step. Second, ML can help to 

explore and exploit new data sources from digital learning environments. When students answer tasks on a com-

puter, this gives researchers additional data beyond the answer itself. This data ranges from logs of keystrokes to 

biomarkers from wearables. For humans, such data is usually uninterpretable unless specific task affordances can 

be mapped onto specific patterns in data. Computers, however, can detect patterns in such data, inviting the use 

of unsupervised ML techniques. Further, especially in the case of voice data, powerful computer models exist to 

extract valuable information relevant to the understanding of students’ learning.   

Conclusion 

Work in the learning sciences using ML currently focuses on automating coding processes. While impressive 

advances have been made in this area, unresolved issues regarding the ethics and mechanics of ML make it ques-

tionable whether valid and reliable automated coding is viable in the foreseeable future given the goals and values 

of the learning sciences. We argue for the value of ML beyond supervised methods, i.e., approaches that use 

unsupervised ML, and conclude that the true potential of ML does not lie in replacing humans but in supporting 

humans so that human and ML can be integrated into a product that is more than the sum of its parts.  
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