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Abstract: While writing-to-learn (WTL) pedagogies are a promising way for students to 

construct knowledge, one limiting factor to implementation is time the instructor spends 

grading. We conducted two WTL assignments in two undergraduate general chemistry courses 

combined with collaborative peer review.  We used a previously developed scheme to classify 

peer review comments generated by 1,732 students enrolled in two undergraduate chemistry 

courses as praise, problem/solution, and verification/summary. Problem/solution comments 

were further separated into greater-level, mid-level, and word-sentence descriptors. Using the 

SciBERT language model we then developed a classifier which accurately identifies 

comments where human coding was considered the ground truth. In the future, this model can 

provide an efficient way for instructors to monitor peer review collaborations and help 

instructors use peer-generated insights to guide their instruction.  

Introduction 
Writing-to-learn (WTL) activities are typically short, low-stakes writing tasks that help students think through 

key concepts or ideas presented in a course. WTL interventions have been shown to help elicit deep levels of 

reasoning necessary to make meaningful connections about concepts. WTL interventions, however, create a 

logistically challenging situation for instructors to provide timely and effective feedback on student writing. A 

collaborative approach to WTL introduces a social aspect that can help students connect concepts and guide each 

other’s revisions (Reynolds et al., 2012). Peer review is one solution to solve the logistical challenge for instructors 

to provide feedback; its contents may also be a rich resource of information for instructors. Student peer review 

may provide a filtered perspective through which an instructor can gain insight about the learning experiences of 

their students and alternative conceptions their students are expressing through written work. Through peer 

review, students can be provided with feedback on their writing and have the opportunity to learn through reading 

and providing feedback on other students’ writing (Finkenstaedt-Quinn et al., 2019). An efficient way to monitor 

the quality of student interactions could be useful for instructors; instructors could also use the content of these 

peer interactions to influence their instruction. Using natural language processing (NLP), peer review comments 

can be automatically classified to provide instructors with a timely, new viewpoint of their students’ 

understanding. We use machine learning methods to develop a generalized model which can classify peer review 

comments in an undergraduate organic chemistry course and a general chemistry course without needing to be 

rebuilt and retrained for specific assignments or courses. The model has potential for expansion to include peer 

review assignments in other disciplines. 

Background 

WTL pedagogies have shown evidence of effectiveness as a learning tool across disciplines for personal 

construction of knowledge (Bangert-Drowns et al., 2004). The purpose of these assignments is to help students 

build connections between facts, promoting a deep conceptual understanding of topics (Reynolds et al., 2012). 

WTL has been used widely in STEM fields; examples of widely-implemented WTL programs include the Science 

Writing Heuristic (Hand et al., 1999; Keys et al., 1999) and Calibrated Peer Review (Russell et al., 2017; 

Walvoord et al., 2008). Recently, the effectiveness of WTL in chemistry courses has been studied with 

assignments about acid-base concepts, light-matter interactions, and polymer properties (Finkenstaedt-Quinn et 

al., 2017; Moon et al., 2018; Schmidt-McCormack et al., 2019). The results of these studies indicated that the 

WTL assignments helped students better understand and explain the concepts covered in the assignments. It has 

been found that the most effective WTL assignments include four main aspects: the assignment is a meaning-

making activity, the writing process is interactive, the assignment has clear expectations, and involvement of 

aspects of metacognition (Anderson et al., 2015; Bangert-Drowns et al., 2004; Gere et al., 2018). While meaning-

making, assignment expectations, and metacognition aspects are dependent upon the assignment design, 

interactivity depends on how the assignment is implemented. One way to make the assignment interactive is 
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 through peer review (Finkenstaedt-Quinn et al., 2019; Halim et al., 2018; Pelaez, 2002). Peer review can help 

students in courses with large enrollment receive feedback on their writing even though it is not feasible for the 

instructor to provide feedback to all students (Kulkarni et al., 2013). Additionally, studies have shown that 

students benefit even more from providing feedback to other students than they do from receiving feedback 

(Lundstrom et al., 2009). Though peer review ideally eliminates the need for individualized instructor feedback, 

it is still helpful for instructors to see what students are writing about in their peer review, both as a way to ensure 

their students are providing high quality feedback to each other and to identify common inaccuracies in student 

writing. Instructors can be provided with timely feedback about their students’ peer review comments at the 

classroom level through automated formative feedback.  

 In most automated feedback schemes for writing, the goal is to use NLP to analyze text written in 

response to a specific prompt. Symbolic NLP has been widely researched in STEM disciplines to provide both 

formative and summative feedback on constructed response items for which models are specifically trained (Dood 

et al., 2018, 2020; Haudek et al., 2012; Knight et al., 2020; Moharreri et al., 2014; Noyes et al., 2020). Compared 

to constructed response items, WTL pedagogies ask students to provide lengthier and less focused responses to a 

prompt which produces highly unstructured textual responses. Developments in the field of NLP have led to 

improvements in the ability to analyze unstructured texts; yet, even the most sophisticated NLP methods are 

unlikely to provide effective feedback on this type of writing. One way to circumvent this could be to focus the 

NLP tasks on the slightly more structured peer review comments students give to each other.  

Modern developments in the field of NLP include language models, called transformers, that pre-train 

the representation of language based on large amounts of text. On top of these pre-trained descriptors of 

transformers, bidirectional training can be employed, such as is used for Bidirectional Encoder of Representations 

and Transformers (BERT) (Devlin et al., 2018). This approach can combat one of the more prevalent issues with 

NLP: lack of sufficient training data to solve the problem at hand. The BERT language model is unique because 

it was trained on a very large dataset of approximately 3,200M words and takes into account the context of words 

within sentences rather than just looking at single words. The general BERT model was developed on a breadth 

of literature including novels, newspapers, and Wikipedia. Other models that are more specific to science writing 

have been developed using text from scientific journals, such as sciBERT (Beltagy et al., 2019). The sciBERT 

model was built from a corpus size of 1.14M papers and 3.1B tokens from full scientific texts found at Semantic 

Scholar (www.semanticscholar.org). Even with more advanced language models, providing feedback on 

standalone essays is far-fetched; however, the structured nature of peer review comments for WTL assignments 

provides an avenue to be explored. 

A study by Dixon and Moxley (2013) looked at a large sample of instructor feedback on student writing 

and found that instructors were primarily focused on higher-order concerns with student writing (e.g., use of 

reasoning, accuracy of content) rather than lower-order concerns (e.g., grammatical errors). Yet, when instructors 

are dealing with a multitude of long writing assignments to score, they often find themselves only marking for 

low-order problems. Studies have also shown that computer support may help instructors focus on higher-order 

concerns. Online tools have been developed to facilitate peer review, such as Calibrated Peer Review (Russell et 

al., 2017; Walvoord et al., 2008) and MyReviewers (Branham et al., 2015), but these tools do not provide 

instructors with an understanding of conceptual problems prevalent in a class. 

The goal of this project is to be able to automate detection of the higher-order concerns provided by 

student peer reviewers and provide instructors with insight into the type of feedback their students are providing 

to other students.  We adopted a scheme by Finkenstaedt-Quinn et al. (2019) which hierarchically characterizes 

peer review comments in an undergraduate general chemistry course as verification, summary, praise, and 

problem/solution as well as delineates between higher and lower-order feedback. We applied a similar coding 

scheme to peer review comments on WTL assignments in an undergraduate general chemistry course and an 

undergraduate organic chemistry course. Using SciBERT, we explore automating the characterizations of peer 

review comments within the coding scheme. 

Research questions 
This work is guided by one question: To what extent can characterization of peer review comments (e.g., as 

verification, summary, praise, problem/solution and higher and lower-order) in different courses be automated? 

Methods 

Data acquisition 
This study included analysis of peer review comments and student writing from large undergraduate courses in 

general and organic chemistry at a large, public research university. While in the same discipline, these two 
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 courses were chosen due to differences in the nature of their content. Specifically, the content in general chemistry 

courses is very quantitative, while organic chemistry courses focus on qualitative aspects of the domain.  

In both courses, students were given a three-part WTL assignment which included an initial draft, a peer 

review portion, and a revised, final draft. Each student reviewed the assignments of three other students via an in-

house peer review tool and received feedback from one to four other students. Students were then asked to revise 

their writing based on feedback and submit a revised draft. Students in the general chemistry course received 

completion credit for the writing assignment and peer review. Assignments in the organic chemistry course were 

graded with a low-stakes grading scheme; assignments in the general chemistry course were graded for 

completion. In the general chemistry course, students were given a WTL assignment that involved reading and 

summarizing a 1916 paper written by Gilbert Lewis proposing what was at the time a new method for modeling 

molecular structures (Lewis, 1916). In this activity, students were provided with a detailed assignment description 

requiring them to write about specific molecular concepts. Peer reviewers were guided by a rubric that prompted 

students via six questions, five of which directed students to provide feedback on specific content areas and one 

of which focused more on writing style and mechanics. A similar WTL structure was implemented in the organic 

chemistry course as the first of three WTL assignments. Students were provided with a base-free Wittig reaction 

from the research literature and asked to compare the reaction with the traditional Wittig reaction (Schirmer et al., 

2015). Detailed requirements for the assignment asked students to describe the reaction mechanisms at a 

molecular level and explain why the base-free reaction works under one set of conditions but not another. Peer 

reviewers in the organic course were prompted by a rubric requiring them to respond to four questions about 

different areas of content. IRB approval was obtained to collect and use student data and every student enrolled 

in the course provided consent for our use of their responses.  

Characterization of peer review 
Peer review comments were first characterized in the general chemistry course. The process of characterization 

was completed as described by Finkenstaedt-Quinn et al. (2019). First, we considered the codes present at the top 

of the hierarchy of the scheme: praise, verification, summary and problem/solution. Due to the imbalanced and 

uncommon occurrence of student revision based on type of feedback, we chose to combine verification and 

summary into a single label. These two types of feedback could be considered “neutral” as they do not promote 

revision or provide the instructor with feedback about the written work. We also chose to study the distinction 

between peer reviews that suggest lower level versus higher level problems in the student writing. This distinction 

is described by the scope of problem and scope of solution codes given in the characterization scheme by 

Finkenstaedt-Quinn et al. Of these types of comments, whether the peer reviewer described only the problem, 

only the solution, or both, little distinction of the occurrence of revision was present; therefore, in this work we 

chose to combine code types scope of problem greater-level with scope of solution greater-level, scope of problem 

mid-level with scope of solution mid-level, and so on.  A summary of the scheme applied in this work is given in 

Figure 1.  

Figure 1.  Hierarchical structure and short definition of coding scheme used. All peer review comments are 

filtered into three labels: praise, problem/solution, and verification or summary. All problem solution comments 

are further filtered into three more labels: higher-level, mid-level, and word-sentence. 

Overall, 1,132 comments from the general chemistry course were characterized based on the Figure 1 scheme. 
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 To explore how well the existing coding scheme can apply to other coursework as well as how well the 

algorithm transfers to a unique set of data, we also coded a new set of 600 peer review comments from the organic 

chemistry course. These 600 comments were chosen at random out of 9,145 total peer review comments in the 

WTL intervention; however, the comments in this set always contained the full collection of reviews one peer 

reviewer gave to an author. Comments were also coded for the labels listed above. Two raters coded all 600 peer 

reviews and Krippendorff’s alpha was calculated to be 0.90 (Krippendorff, 2011). 

Computational Approach 
Because the characterization scheme is hierarchical, allowing for only single labels, this provides a clear 

environment to use a multi-classification labelling method. Due to the lack of structure and variety in comments, 

we chose to use fine-tuning with the SciBERT model which encodes language bi-directionally on top of the pre-

trained SciBERT transformer model with a linear layer for text sequence classification on top. The input peer 

review comments, for which one response to one criterion was considered one input, were first tokenized with 

the BERT basic tokenizer to perform punctuation splitting, lowercasing and invalid character removal. The 

longest comment in the training set contained 168 tokens. The maximum sequence length was defined as 175 

tokens to ensure that no textual data would be lost. Shorter sequences were padded with zeros and longer 

sequences were truncated to the maximum sequence length. 

Results 
First, the 1,132 peer review comments from the general chemistry course were partitioned into a training 

set and testing set. We chose an approximate split of 80% training set (900 comments) and 20% testing set (232 

comments). The training set was further split into a 90% training and 10% validation set which is a common 

practice when training neural networks which work in epochs. The training set was fed into the network. Three 

epochs were chosen as this was the smallest gap achieved where validation loss overcame the training loss. Then, 

the test data were fed into the network in batches of 32 in the spirit of k-fold resampling to allow us to observe 

any unexpected results within the data. An overall Matthew’s Correlation Coefficient (MCC) score of 0.906 was 

achieved with the individual MCC scores of each batch provided in Figure 2 (the MCC score can be read 

comparably to Cohen’s Kappa but is more trustworthy to describe imbalanced data sets). The confusion matrix of 

the results is provided in Table 1. The overall accuracy for each type of comment is as follows: 

summary/verification = 0.96 praise = 0.95, and problem/solution = 0.97. 

 

 

 
 

Figure 2. Batched view of MCC scores for the types of comments in the general chemistry course. 

 
Table 1. Confusion matrix for classification of types of comments in the general chemistry course (testing set). 

 

 Summary/verification Praise Problem or solution 

Summary/verification 33 3 0 

Praise 4 64 1 

Problem/solution 2 3 122 
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 Based on the accuracy of these results, we then considered further filtering the problem/solution 

comments based on the scope label. Of the 1,132 peer review comments, 545 of the comments were 

problem/solution type. Each of these were coded by hand and identified either greater-level, mid-level, or 

word/sentence level scope. In this work, the data shows great imbalance in the types of codes where there were 

many instances of praise and problem/solution, but fewer summary and verification. For the purpose of training, 

imbalance is best avoided. Given previous work that suggests instructors struggle to give formative feedback far 

beyond the word sentence level (Dixon & Moxley, 2013), we can assume that just separating word/sentence 

feedback compared to mid- and greater-level feedback would be beneficial. We combine the mid-level and 

greater-level feedback into one code for this work.  

Similar to what was done with the full set, this subset of 545 comments were broken down into an 

approximate 80% training and 20% testing split. Again, the training set was further split into a 90% training and 

10% validation set. The training set was fed into the algorithm. Three epochs were chosen as this was the smallest 

gap achieved where validation loss overcame the training loss. Then the test data were fed into the network in 

batches of 32 in the spirit of k-fold resampling to allow us to observe any unexpected results within the data. An 

overall MCC score of 0.814 was achieved with the individual MCC scores of each batch given in Figure 3. The 

confusion matrix of the results is given in Table 2. 

Figure 3. A batched view of the MCC scores for the sample of problem/solution type comments from the 

general chemistry course. 

Table 2. Confusion matrix for the problem/solution type comments from the general chemistry course. 

Greater and mid- level Word-sentence 

Greater and mid- level 45 0 

Word-sentence 5 14 

Finally, to view how well the algorithm transfers to a completely new set of data, we considered the 600 

comments coded from the organic chemistry course. In this case, the algorithm was not trained on data from the 

same peer review rubric. Instead, the weights determined from training to identify problem/solution, 

verification/summary and praise comments in the general chemistry course were applied to the comments from 

the organic chemistry course. In the organic chemistry course, the rubric guiding students’ peer review was more 

scaffolded, resulting in many instances of peer review beyond 175 tokens. When creating the embeddings for 

these sentences, we chose a max length of 300 tokens, even though a small number of peer review comments 

exceeded this. As the number of tokens increases, the time for training also increases. Cutting off at 300 tokens 

provided a balance between an efficient testing period and inclusion of data in longer peer review comments. 

The test data were fed into the network in batches of 32 via k-fold resampling to allow us to observe any 

unexpected results within the data. An overall MCC score of 0.602 was achieved with the individual MCC scores 

of each batch, given in Figure 4. The confusion matrix of the results is in Table 3.  
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Figure 4. Batched view of MCC scores for the types of peer review comments in the organic chemistry course. 

 
Table 3. Confusion matrix for characterization of types of comments in the organic chemistry course. 

 

 Summary/Verification Praise Problem or Solution 

Summary/Verification 28 1 11 

Praise 26 50 40 

Problem/Solution 4 12 428 

Conclusions 
Overall, the results of this work support a positive outcome of the research question: To what extent can this 

characterization scheme for peer review comments in different courses be automated?  In the general chemistry 

course, identification by the computer of the first-tier type of comments was achieved to a very high, almost 

perfect level (MCC = 0.906). The work supports previous work (Finkenstaedt-Quinn et al., 2019) in that it 

confirms that the coding scheme suggested can depict peer review in two unique chemistry writing contexts even 

when the scientific content present in the essays is substantially different. Without training a new set, we 

transferred the weights from the general chemistry course training set (with characterizations described by tier 1 

of Figure 1) and achieved a substantial level of accuracy (MCC = 0.602) to identify peer review types in the 

organic chemistry course. This introduces promising support that the coding scheme and model may also be 

applicable to peer review in other natural science, engineering and math courses.  We could further identify peer 

review comments described by the second-tier of Figure 1 in the general chemistry course to an almost perfect 

level of accuracy (MCC = 0.814). 

Considering our effort is not to grade high-stakes assignments on the individual level but rather to provide 

formative feedback to instructors about student learning in the class, the accuracy of this model is more than 

satisfactory. This is also promising considering we were able to use a relatively small amount of training data 
(i.e., 900 comments). Using most standard machine learning models with non-bidirectional encodings of 

language, typical algorithms require tens of thousands of data points in a training set in order to produce a suitable 

model. This work supports other findings showing that BERT is able to make meaningful predictions even with 

smaller data sets. While BERT may seem like a computationally difficult and expensive approach for identifying 

problems, it is useful here due to the relatively small sets of data being used. Additionally, when we begin to 

consider more features prevalent in useful peer review, the BERT approach will likely prove useful for the 

subtleties that will present themselves. 

Currently, our model has only been tested in two different contexts. Though the scope is currently 

limited, the success of the model when evaluating peer review in a second context without additional training on 

the new set is promising for the broader applicability of this model. Further work should be done to expand the 

training set to contain instances of human-labeled peer review from several different courses. 

Automatic characterization of peer review can be beneficial in many ways. This benefit can be honed on 

two sides of the classroom: for students and for instructors. For students, automated characterization of the content 

within a single peer review comment can provide support to peer reviewers about whether they are providing high 

quality and supportive peer review to the author. Immediate feedback can serve as a coach to support students as 

they learn to provide quality reviews, a skill that is typically not formally taught in undergraduate or graduate 

curricula. Additionally, students with problems in their writing may need to be reminded to revisit and revise their 
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 work. If we can automate detection of occurrences of problematic peer review, an automatic reminder system 

could be developed to encourage students to edit their work.  

Instructors may be limited by class size and unable to read the content of all peer reviews. This could 

inhibit their ability to make inferences about what their students know and do not know. Based on our work, we 

envision a type of automated dashboard or roadmap of the peer review process. Instructors could be given all the 

peer review feedback in a type of filtration system where they can choose to view specific filters of the types of 

peer review. A tool like this could help an instructor focus on greater-level problems pointed out in student writing, 

allowing them to intervene during lectures to redeliver or revisit material that is consistently incorrect in the class. 

Furthermore, the instructor may be given flags on students who are doing exceptionally well, students who are 

struggling with alternative conceptions, students who are struggling with writing, or even students who are going 

above and beyond in the peer review process. As course sizes continue to increase, instructors will need more 

tools to identify and address problems in a class. Furthermore, many classes within the United States in 2020 have 

gone virtual; in this case, instructors may have even less feedback from their students. In person, instructors have 

the ability to catch a glimpse of confusion or distress when teaching concepts. Virtually, more tools are required 

to catch these instances. Being able to efficiently view and understand what is happening in students’ writing and 

collaborations is an important and efficient way to provide instructors with opportunities to deliver quality 

instruction. 
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